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Problem 

Sanoma: 
•  owner of many Dutch media, both paper and online 
•  prominent online products: Viva forum, Nu.nl, startpagina, kieskeurig 

•  Discussion forums on the web are an important source of information.  
•  But: forum threads can be extremely long  
•  à finding information in a forum thread can be a challenge, especially when 

accessing the forum from a mobile device 

Sanoma wants to serve its mobile users better by showing them summaries of 
long threads 



Problem 

How to summarize a forum thread? 

•  Question answering forums (e.g. StackOverflow): 
-  the opening post is a (technical) question and the responses are answers 

to that question 
-  the best answer may be selected by the forum community through voting 

•  Discussion forums (e.g. Viva, Autoweek, reddit): 
-  opinions and experiences are shared 
-  there is generally no such thing as the best answer 
-  threads can consists of dozens/hundreds posts 



Case: Viva forum 

Viva Forum (forum.viva.nl/) 
•  Dutch 
•  predominantly female user community 
•  19 Million page views per month (1.5 Million unique visitors) 
•  readable for everyone; sample obtained from Sanoma 
•  most threads: experience and opinion sharing  
•  no hierarchy in the threads (‘flat structure’, but quotes possible) 
•  no liking/upvoting 



Case: Viva forum 



Approach 

•  Extractive summarization: extracting salient units of text from a document 
and then concatenating them to form a shorter version of the document 

•  In most summarization tasks, sentences are used as summarization units  

•  However, for discussion threads it is expected that  posts are more suitable 
summarization units than sentences (Bhatia et al., 2014)  

 
•  à Post selection: identify the most important posts in a discussion and 

show them in their original order, while hiding the less relevant posts in 
between 



Data 

•  21% of threads on Viva forum has >= 20 posts 
•  Show the user only the most important posts (and give the option to expand) 

à What is ‘important’? 
 



Problem 

•  Features describing the relevance of posts: 
-  the position of the post in the thread, the representativeness of the post 

for the thread, the prominence of the author, the readability of the post 
and the popularity of the post (Tigelaar et al., 2010; Bhatia et al., 2014)  

 
•  But extractive summarization tasks are subjective: inter-annotator 

agreement is fair at best (Marge et al., 2010; Liu and Liu, 2008; Penn and Zhu, 2008)  
 
•  à We hypothesize that the relevance of posts also depends on the reader 

of the summary 

•  We investigate the effect of inter-rater disagreement on the development of 
an extractive summarizer for long forum threads 



Method: user study 

•  We showed 106 long threads to 10 different raters and asked them to select 
the posts that they consider to be the most important for the thread (number 
of selected posts decided by rater) 

•  57 subjects participated in the study: all female, average age 27 
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Results: Usefulness of thread summarization 

•  Median usefulness score: 3 (on a 5-point scale)  
•  Standard deviation: 1.14 (averaged over threads) 

•  For 92% of the threads, at least one subject gave a usefulness score of 3 or 
higher 

•  For 62% of the threads, at least half of the subjects gave a usefulness score 
of 3 or higher 

•  Summarization of technical issues is considered to be more useful than 
summarization of discussions directed at opinion and experience sharing 



Results: Agreement between human raters 

•  Median number of posts selected per thread: 7, with a large standard 
deviation over raters (6.4) 

•  Pairwise agreement per thread: 2 raters, each select a subset of posts  
-  Jaccard coefficient (intersection/union) 
-  Cohen’s Kappa (agreement on post in or out summary) 

•  Mean Jaccard coefficient over human-human pairs for all threads: 0.259 
•  Mean Cohen’s Kappa: 0.117 (slight agreement)  



Method: Automatic summarization 

•  Train regression model 
-  dependent variable: number of votes (0-10 raters who selected the post) 
-  independent variables: post features 

Post features that are significant predictors for the number of 
selected votes, sorted by their regression coefficient β.  
* indicates P < .05; *** indicates P < .0001.  

β 
unique word count 1.79 *** 
word count  -1.35 *** 
absolute position in the thread -0.81 *** 
type-token ratio -0.33 *** 
cosine sim between post and thread  0.29 *** 
average word length (# of chars)  0.21 *** 
proportion of posts in thread  -0.15 *** 
relative punctuation count -0.15 *** 
cosine sim between post and title  0.11 *** 
# of responses (quotes) to the post  -0.08 * 



Evaluation setup 

5-fold cross validation of threads 

 
Baselines: 
•  Random: select 7 posts randomly 
•  Content-based: select the 7 longest posts 
•  Position-based: select the first 7 posts 



Evaluation setup 

Evaluation measures: 
 
•  Average agreement with humans: 
-  Jaccard coefficient (intersection/union) 
-  Cohen’s Kappa (agreement on post in or out summary) 

•  Using the human annotations as reference: 
-  Precision of selected posts 
-  Recall of selected posts 
-  F1 

 



Results of the automatic summarization 

mean Jaccard over human-human pairs 0.259 
mean Kappa over human-human pairs 0.117 

random baseline position baseline length baseline our model 
mean Jaccard over human-model pairs 0.121 0.204 0.224 0.271 
mean Kappa over human-model pairs -0.085 0.060 0.092 0.138 
mean Precision (macro avg over threads) 25.9% 37.1% 39.1% 44.6% 
mean Recall (macro avg over threads) 20.4% 34.7% 37.3% 45.9% 
mean F1 (macro avg over threads) 22.8% 35.9% 38.2% 45.2% 
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Results of the automatic summarization 

•  Two different summaries can still both be good summaries 
•  Is it possible that readers are satisfied by a summary, even though the 

summary is different from the summary that they would create themselves? 

à Pairwise (side-by-side) blind comparison and judgment by human subjects 





Results of the automatic summarization (RQ5) 

•  Pairwise (side-by-side) blind comparison and judgment by human subjects: 
a human summary vs. our model’s summary  

-  human summary wins 48.3% of the comparison 
-  model summary wins 35.7% of the comparisons 
-  tie: 16.1% of the comparisons 

à in 51.7% of the direct comparisons, the summary by our model is 
considered equal to or better than the human-made summary 

-  Two different summaries can still both be good summaries 



Conclusions 

•  Subjects value the idea of thread summarization through post selection 
•  But inter-rater agreement for this task is low 
•  Despite the low agreement, 
•  we can automatically generate summaries that will in half of the cases be 

judged equal to or better than summaries created by another human 



Thank you! 

•  http://discosumo.ruhosting.nl/  
•  http://sverberne.ruhosting.nl/  


